Pseudo-random Spray Patterns for a World-Wide Transfer-Function of
Cloud Albedo Control for the Reversal of Global Warming.
Stephen Salter, Institute for Energy Systems, University of Edinburgh. S.Salter@ed.ac.uk

There are no strangers, only friends you have not met yet. W B Yeats.
Noise is only a signal which you have not learned to decode yet. Me.
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drops of sea water into the marine boundary layer to increase the concentration of cloud
condensation nuclei in marine stratocumulus clouds can change their reflectivity. This is because of
the Twomey effect. It is large enough to make reductions of several degrees Celsius in global
temperatures. One model [4] has shown that there can also be effects, both positive and negative, in
the amounts of precipitation in places far removed from the original spray sites.
This paper suggests a way in which global climate models could be driven to improve our
understanding of world-wide effects from many spray sources. Instead of a fixed change in nuclei
concentration, the spray rates at the sources will be changed from ON to OFF in different pseudorandom patterns. The consequent changes in weather at many observations points around the world
will be correlated with the spray patterns to give a multiple, point-to-point transfer function between
spray patterns and all climate parameters of interest. This will identify the good and bad spray sites
and spray seasons so leading to better deployment of spray sources. More importantly it will warn
of bad times and places where spraying might have unwanted side-effects.
The idea has been tested by nudging real climate data with multiple independent patterns. It might
be useful to think of a light flashing a Morse code signal which conveys more information than
many steady ones.
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Previous work
Previous climate models of albedo control have used a variety of spray patterns. Kettles [1] forced
cloud condensation nucleus concentration to be 375/cm3 everywhere. As a region of sea north-east
of the Boston Washington area already had a higher value this warmed it. Rasch et al [2] used the
20% and 70% most susceptible regions. Bala and Caldeira [3] (in press) used an even spread and
observed a general 7.5% increase in run off due to stronger monsoons. Jones, Hayward and Boucher
[4] concentrated spray in three very susceptible regions amounting to just 3.3% of the earth's
surface. All used the same rate through the year rather than changes chosen in the light of seasonal
monsoon effects and shown to be desirable by Sortino [5].
While it would not have been practical to confine the spray to the small areas chosen by Jones
Hayward and Boucher (shown as black rings in figure 1 below), their work revealed the particularly
valuable result that spray can have both positive and negative effects on precipitation in places far
from the spray sources.

Figure 1. Worldwide effects on precipitation of spraying from three small sources from Jones et al.
While whole-year spraying in the North Pacific site (shown as NP) and the South Pacific (SP)
increased rainfall in the Amazon basin there was a reduction if spray came only from the South
Atlantic (SA) near Africa. The Amazon reduction, about 360 mm a year out of the previous 2000
mm, would have been only about 300 mm a year if spray had been simultaneously released from the
two other sites, but we do not know whether it might have been even smaller or even cancelled by
larger amounts from other sources at other times or other places. Perhaps the increase in the arid
regions of South Australia due to spray from the North Pacific source could have been further
improved by spraying elsewhere.
For future work with global climate models we need a way to identify simultaneously all the effects
of cloud albedo control at various seasons of the year from spray at all regions of the world on
climates of all other regions the world. This note describes a possible way to obtain more
information from climate models. It is NOT a proposal for how fleets of spray vessels will actually
be used.
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The method
The values of cloud condensation nuclei concentration in the climate model will be set by a number
of spray systems in various regions. The smallest dimension of a source region should be based on
the expected wind velocity times the expected spray residue lifetime and will be a few thousand
kilometres. Each source region will be turned ON and OFF with different but known pseudorandom sequences and perhaps a selection of seasons.
The resulting records of the parameters of interest at any observing station, most obviously
temperature and water run-off but perhaps others, will be compared with each of the chosen pseudorandom sequences to give the magnitude and polarity of the effect of spray treatment at each input
area and selected season. By doing a time-shifted correlation we can account for phase-shift and
time-delay. We can also bias the spray patterns on a seasonal basis to investigate monsoons.
The signal-to-noise ratio should improve with the square root of the number of samples and so we
may be able to measure the transfer function with quite a small stimulus. For temperature records
of around 20 years the scatter of the predictions is about 1.2% of the standard deviation of the
natural variation. The proposed technique can even detect simulated changes due to weekends if we
can assume fast responses of the climate system.
The outcome will allow the operation of an open-loop strategic spray strategy. For example, we
might discover that to get more rain at Timbuktu in August but less rain during Wimbledon you
should spray to the west of the Cape Verde island from mid April to mid May and stop all spraying
south of Kergulen during January and February. However spraying south of Tasmania from June to
December never affects anywhere north of Hong Kong. By linking the strength of the beneficial
effects with observations of the weather patterns and spray planning we may eventually develop
sufficient understanding to allow tactical or closed-loop control which could respond to other more
random perturbing influences and make everyone happier with their weather.

A simplified example
Figure 2 shows 1000 days of imitation of the output of a climate model to show what spraying does
before the record goes to the pseudo-random analyzer. The black wavy signal is the original, very
simplified, temperature record (just an annual sine wave and its second harmonic) at one observing
station which would have happened without any spraying. Its mean is dashed and is at zero. The
blue at the bottom of the graph is the polarity of the spraying. When the blue line is high, say
between 350 and 500 days, the polarity is positive and we are spraying by an amount which we
guess will reduce temperatures at a selected observing station by 3C. This graph is the trivial case
of only one spray source but we will normally be doing many different ones for different sea areas.
The shortest changeover time in this example is 50 days. Time constants of the response are
ignored.
The red is the result of the single pseudo-random sequence acting on the black, as measured at the
observing station. The value 3 has been multiplied by either +1 or -1 according to the random
sequence and added to the black. The mean value of the red over a long period should still be zero.
Next in figure 3, the red signal has been inverted about the zero line whenever the spray is OFF, ie
where the blue is low. The inversion will make more of the red fall below the zero line. It might
help the reader to high-light the red line of both graphs between days 250 and 350 to make the
inversion stand out.
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Figure 2. A simplified temperature record with the simulated effects of a single spray source.
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Figure 3. Inversion when the spray is OFF will reduce the mean level of the red signal.
We can see that the mean value of the spliced-up red sections is below zero. If whatever we
sprayed did not actually produce a 3C drop (in this case it is 3.041) our transfer function between
the spray source to the observing station will be that temperature divided by the spray quantity.
Here we are trying to show that the analysis works and is reporting correctly the result of what the
global model predicted. If we add something to a record in some places, subtract the same amount
in other places and then invert the additions it should be no surprise that the result is an overall
reduction. But if we had done the inversion at times that did not match the modification then the
effects will cancel. This allows us to distinguish the effects of many sources.
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There would be no point in doing the pseudo-random technique if we had a very clean temperature
record with only one spray source. We need it when we have real records with multiple spray
sources. The first step towards this is shown in figure 4. Here we have the previous black annual
temperature record which has been modified by two signals. One has a -2C guess and the same 50day minimum change-over period while the second has a +1 C effect and a faster change-over at
12.5 days to make it look different for this figure. The results of the inversion are shown in figure 5.
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Figure 4. Two modifications with a slow and a faster-changing pseudo-random sequence.
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Figure 5. The two separate inversions using their own pseudo-random sequences on the output of
the climate model modified by two spray sources.
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Figure 6. With 16 independent spray regions all competing to modify the output of the global
climate model at an observing station by a change of 0.25 C, the simplified sine wave combination
(black) is beginning to look more like a real temperature record. This is the signal which will be
passed to each of the inversion stages to do the separation.
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Real climate records.
We start with a temperature record. Data in figure 7 below are supplied by Klein-Tank et al. [6]
from the European Climate Assessment and Dataset. It is the daily mean temperature for Camborne
in Devon latitude 50:13 N 5:19 W. It covers the period 2 September 1978 to 4 June 2001, a total of
8310 days of which the first 1000 are plotted. Mean temperature is 10.65 C and the standard
deviation 4.07 C. Other data can be downloaded from
http://eca.knmi.nl/dailydata/customquery.php.
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Figure 7. A real temperature record plotted with a two-component wave.

The resolution of the technique may depend on the magnitude of the natural variation and it is
useful to reduce this by subtracting the summer-winter component. The mean value of the weather
records of the parameters of interest at each observing station will be subtracted from each value of
the record so as to give just the alternating component with an average value of zero. This has
been done by eyeball nudging of four controls, the amplitude and phase of the twelve-month and
six-month components. This procedure is surprisingly fast, quicker than subtracting teeth from a
Fourier transform. It may also be an advantage that there is none of the phase lag associated with
high-pass filters. Figure 8 is the first thousand days plotted with the subtraction of the chosen twocomponent wave representing the annual change.
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Figure 8 shows the result of the subtraction of the mean and the annual cycle.
The standard deviation is reduced to 2.219 C.
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1000

Meteorology involves responses with a wide range of time-constants. There are the minutes of
change from cloud-to-clear sky, to the strong diurnal cycle, to storm systems of a few days, to the
yearly cycle, to the several-year response to volcanic eruptions and finally to thousands of years for
deep sea temperatures and orbital changes. The choice of the periods between changes of spray will
require some experimentation. The technique has been tested with a wide range of change-over
intervals. If the intervals are too short relative to the response of the weather system then slow
effects will be averaged out and individual sources will not be separated. If they are too long then
the necessary seasonal changes shown by the Sortino analysis [5] will not happen and the scatter
will be increased. At each interval there will be an even chance of no change and so many
sprayings will be longer than the minimum. By selective choice of the change-over intervals we can
measure the many frequency responses of the climate system. An engineering guess for initial work
might be based on how far ahead our forecasters can make reliable predicitions.
As before, we add or subtract from the temperature record at the observing station an amount which
is the polarity of the stimulus pattern multiplied by the strength of spray rate. For the result to be
obvious to the eye with probability distribution of a real temperature record we need a large spray
volume. In the graph below we have used a spray stimulus which would result in a drop of 4C,
nearly double the standard deviation of the record. The spray pattern is repeated in figure 9 below
the temperature record and, with this size, the large shifts are obvious.
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Figure 9. Modifications must be large if they are to be obvious to the naked eye in a real record.
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We then invert the record at an observing station when the spray at the source region of interest is
OFF but leave it unchanged when it is ON with the result that the previously high sections of the
record are now spliced back to join the low ones and the intact curve is shifted down by
approximately the 4C corresponding to the strength of spray. Apart from the 4C drop the record
shows very little difference from any other temperature record.
The inversion will be repeated at each observing station using the appropriate pseudo-random
sequence for each source region.
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Figure 10. The inversion process looks like an ordinary record with an offset equal to the spray
modifications. Compare with the effects on the simple temperature record of figure 3.

For the entire set of 8310 data points and a 30 day change-over interval the mean value of the
record was -4.027. This is a fractional error of only 0.0067 even though the original record had a
resolution of 0.1C. The standard deviation over ten sets of pseudo-random sequences was 0.046C.
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Next we test the effects of a large number of separate pseudo-random sources from different regions
applied simultaneously to a real temperature record. A likely choice might take four from the North
Atlantic, four from the South Atlantic, four from the Indian Ocean and eight from the Pacific giving
a total of twenty sources. We must allow for the possibility that sources distant from an observing
station will have very small or zero effects, that some sources may have negative effects, that
changes of the polarity of the effect may occur between seasons and that effects may be delayed.
However at this stage we examine only the separation of the different effects of simultaneous spray
from many sources.
It is much easier to reduce numerical aerosol concentration in a computer model than to suck real
salt residues out of the real boundary layer at sea. But if we want to understand the transfer
function, negative stimuli are just as useful as positive ones and zero stimuli are good for measuring
scatter. For one experiment we chose spray patterns aimed at making changes of +1.2 C down to 1.2 C in steps of 0.2 C and included four stimuli of zero making a total of 16 inputs, the maximum
number of curves which can be plotted by Mathcad 14. The spray mode could change every 21 days
so that half the possible sprayings will last for 42 days or more. The effect of the sixteen stimuli it
not at all evident. The record looks just as noisy, perhaps even more so, but contains valuable
information. A sample of the nudging alone is given on the front page.
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Figure 11. This record has been modified with 16 separate signals of varying amplitudes and
polarity. It looks very little different from any normal temperature record.
Compare it with the result of figure4.
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The experiment with 16 stimuli was repeated ten times with a different random spray pattern each
time. Results are shown in figure 12. For this experiment there was an even chance of changing
spray mode every single day, much faster than most climate parameters could respond. The zero
stimulus results are plotted with no linking lines.
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Figure 12. The errors and their standard deviations are gratifyingly small, probably better than
those of most thermometers. The highest standard deviation for this set is 0.051C. There is no
obvious relationship between the size of the stimulus and the scatter of the results.
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Figure 13 shows the results if we increase the change-over time interval to a longer one of 14 days.
The scatter rises but the means of 10 runs are still useful, with the highest error being 0.078 C.
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Figure 14 shows mean error of ten runs plotted against the strength of the spray stimulus for a 14day change-over interval. No trend is obvious.
12

Standard deviations
We next collect the standard deviation for each of the 16 spray strengths (towards the far left) over
ten runs for each of the eight time intervals (towards the far right) and plot them as a bar plot.
There seems to be a near linear rise in the scatter with increased time interval but not a large effect
from stimulus size.

Figure 15 is drawn to show the standard deviations of all 10 trials with each of the 16 spray
strengths as a function of the duration of the changeover interval. The mean value

of the back row for the 49 day change-over interval is
a standard deviation on 0.227C.
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Rainfall
The rainfall record for Camborne, plotted in figure 16, is shorter than the temperature one –only
3347 days and so we must expect a higher scatter. The first thousand days are plotted below. The
mean value shown dashed is 3.022 mm a day. The peak is 58 mm and the standard deviation 5.612.
There is some indication of annual variation but not enough to attempt any form of subtraction.
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Figure 16. The Camborne daily rainfall and its mean value.
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Figure 17 show the inversion for one of the spray patterns. If we ignore the awkward fact that
engineers cannot understand the meaning of negative rainfall we can process the record in exactly
the same way as the previous temperature record and get similar values for scatter. The results for
16 stimuli from spray stimuli of plus and minus 10, 8, 6, 4, 2, 1 and four zeros with a 7-day
minimum change-over interval are shown overleaf.
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Figure 17. Camborne rainfall after modulation by all the stimuli and inversion by the +10 mm/day
random sequence. The +10 offset is clear.
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Figure 18. The mean errors and standard deviations for the Camborne daily rainfall. Stimuli were
plus 10 to minus 10 mm a day. There seems to be an offset of the means.
The negative rainfall question can be handled in several ways.
 We can force all negative values to be zero and find a way to correct the resulting quite large
underestimate.
 We can add a fudge factor to the rainfall record, carry out the modulation and inversion
processes and then remove the fudge factor. This leads to a smaller underestimate.
 We can argue that a negative rainfall amount is an indicator of a higher evaporation rate and
so the result will be closer to the difference between precipitation and evaporation, which is
what we should really be more concerned about.
Advice from proper statisticians and signal-processing engineers [7] is being sought. Until then the
concept of negative rainfall may be a safe way to warn about dangerous places and spray seasons.
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Summary of the mathematical operations to test the procedure
Take the temperature record at an observing station and subtract the annual cycle using two sine
waves with chosen amplitude and phase.
Subtract the mean value of the record from each point.
For each spray region generate a pseudo-random sequence with a length of half that of the record
from the observing station. It should have an even chance of changing state at time intervals chosen
in view of the balance between scatter and climate frequency-response.
Invert the pseudo-random sequence and append it to the first half to ensure freedom from bias. This
full-length pattern could be regarded as the unique call-sign for each of the spray regions.
Subtract from the record taken at the observing station an amount depending on the expected size of
change in the nuclei concentration during the times when the pseudo-random spray sequence of the
spray region under study is ON and add it when spray is OFF. The resulting record should
resemble the output of a global real climate at one observing station prior to analysis.
Invert the record when the spray is OFF.
Calculate the mean. This should be the change of the parameter resulting from the change in nuclei
concentration at the spray region from which the pseudo-random sequence was taken. Repeat the
inversions and calculations of means for each spray region.

Procedure for a real climate model
The standard deviation of the record at an observing station will be minimized by subtraction of the
annual cycle as above.
The mean value of the whole record will be subtracted from each point to give a signal with zero
mean offset. This should be equivalent to the simplified record in figure 4.
For each spray region the signal will be inverted about the zero line at selected time delay after the
change in spray pattern at the selected spray region was turned OFF. Repeat for each region.
The new mean value divided by the size of the stimulus is the transfer function for that region to
that observing station. The time delay which gave the maximum shift of the mean will indicate the
response time between each spray region and each observing station.

Conclusions
The correlation of pseudo-random but known sequences is a powerful way to separate the individual
effects of combinations of stimuli in noisy backgrounds.
The scatter of predicted results increases with the ratio of the duration of the change-over intervals
to the length of the record.
Testing a range of change-over intervals will allow investigation of the frequency response of the
climate system.
Running climate models with seasonal adjustments of patterns will allow us to study the effects on
monsoons and perhaps avoid unwanted reductions in precipitation.
Field trials could begin at the spray region which shows the maximum benefit, or perhaps the
minimum non-benefit, and be cautiously extended to other regions as confidence grows.
Running several different climate models with pseudo-random spray patterns will teach us a great
deal about model reliability.
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