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Chapter 7
Pseudo-random seeding in a climate
model
The HadGEM series of climate models is used to investigate MCB for fixed locations of seeding to assess the impacts of geoengineering (Jones et al., 2009, 2011;
Latham et al., 2012, 2008). The results from Jones et al. (2009) indicate that seeding the South Atlantic Ocean leads to a significant reduction in precipitation over the
Amazon region (see Section 4.2.1.1 for details). The results in Section 4.2.1.2 show
an increase in Saharan precipitation is also possible after deployment of MCB. This
chapter explores the hypothesis that it is possible to use MCB to target desired
climate changes such as an increase in precipitation or a decrease in polar temperatures. The impact of MCB on precipitation patterns is a criticism of the method
and is investigated in Bala et al. (2011); Jones et al. (2009, 2011); Latham et al.
(2012); Rasch et al. (2010).

7.1

Method

The principal concept used herein is that it is possible to pseudo-randomly seed
multiple regions across the globe and then identify the signal from each region by
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deconstructing the timeseries of the variable of interest in an analysis region (S.
Salter Personal Communication 2011). Figure 7.1 shows the seeding and analysis
masks used in this chapter. The seeding regions are designed to all be of similar
size, with the exception of the two regions near Iceland where one region is split in
two. The seeding regions do not match the seeding regions from previous studies
such as Jones et al. (2009, 2011) or work in Chapters 4, 5 and 6. Multiple smaller
regions are selected to allow more detailed investigations of transfer functions from
remote regions to selected analysis regions. To perform the pseudo-random seeding on the 89 regions shown in Figure 7.1(a) the model is initially run normally for
20 years starting from a 2050 CON simulation start point (see Section 4.1) while
outputting the mean CDNC every ten days. The model is then rerun with the CDNC
values fixed at their ten day average values. The 89 seeding regions shown in Figure 7.1(a) are switched ‘on’ and ‘off’ using a unique pseudo-random sequence.
When a region is ‘on’ the number of droplets is multiplied by 150 % and when it
is ‘off’ the droplet number is reduced to 66 %. Figure 7.1(b) shows the analysis
regions used in this chapter. The analysis regions are designed to cover areas of
interest in both the poles and the tropics.
Figure 7.2 shows an example of this set up using randomly generated numbers
between 0 and 150 as a substitute for the CDNC. The pseudo-random number sequences for this chapter are generated using the Rand function within the MATLAB
software. In order to ensure the quality of results the pseudo-random simulations
are run using eight different sets of pseudo-random numbers. For each pseudorandom set of values the second half of the track is the inverse of the first half to
remove any biases. A step by step description of the method used is detailed in the
bullet points below and is also shown in flow chart form in Appendix B.

• Calculate average results of the desired variable for both fixed and modified
records over chosen analysis region, Figures 7.3(a) and 7.3(b)
• Subtract fixed record results from the modified record results to remove annual cycle, Figure 7.3(c)
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(a) Image showing the 89 seeding areas used to investigate the effects of pseudo-random seeding in
HadGEM1.

(b) Image showing the 16 analysis areas used to investigate the effects of pseudo-random seeding in
HadGEM1.

F IGURE 7.1: Seeding and analysis maps used in development and analysis of
pseudo-random seeding of a climate model.
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F IGURE 7.2: An example of randomly generated cloud droplet numbers (blue),
the average of the random series (cyan), a pseudo-random sequence (green) and
the average of the random sequence multiplied by the pseudo-random sequence
(black).

• Subtract mean from remaining record to give new average of zero, Figure 7.3(d)
• While seeding is switched ‘on’ in the seeding region, invert the value in Figure 7.3(d) about zero, Figure 7.3(e)
• The value of the mean of the pseudo-random switched track (Figure 7.3(e))
divided by the seeding fraction (150 %) is the transfer function
• Mean the transfer functions over the eight pseudo-random runs
• Repeat method for each possible time lag up to six months
• Select largest magnitude value as the transfer function
A flow chart of this method is shown in Appendix B

For each seeding region there is a signal to every analysis region for the selected
variable. Each signal requires individual extraction using the method detailed above
(S. Salter Personal Communication 2011). An example set of plots showing the
method for identifying the transfer function between a single analysis and seeding
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region is shown in Figure 7.3. Figures 7.3(a) and 7.3(b) show the 20 year temperature track for an example analysis region under control conditions and during
one pseudo-random simulation. Figure 7.3(c) shows the difference between Figures 7.3(a) and 7.3(b) where the red line shows the mean value. Figure 7.3(d) is
Figure 7.3(c) where the mean is subtracted from each point. Figure 7.3(e) shows
the track from Figure 7.3(d) when the value is inverted about zero when the track
from Figure 7.3(f) is ‘on’. Figure 7.3(f) shows the sections of the simulation when
the pseudo-random seeding is on. The final value of the transfer function is the
average of the plot in Figure 7.3(e) divided by 150 %. Finding the predicted change
in a quantity based on the transfer function requires a single calculation, the value
of the transfer function is multiplied by the relative change in CDNC. For example doubling the CDNC is a 100 % increase, therefore the expected change in the
quantity is 100 mulitplied by the transfer function. The example shown in Figure 7.3
is for an instantaneous change however it is possible that there is an amount of
time taken for a change in a seeding region to propagate to an analysis region. To
account for a lag the switch which takes place in Figure 7.3(e) can be delayed by
a number of time steps depending on the output frequency. The values shown in
Sections 7.2.1 and 7.2.2 show the maximum transfer function across all possible
time lags between 0 days and 180 days.

7.2

Climate model results

The results from the 10 day mean outputs are shown in Section 7.2.1. An improvement to the method is developed using daily output data and the results from this
are shown in Section 7.2.2.

7.2.1

Results from 10 day mean data

The Amazon region of South America is a large area which is considered to be
at risk from precipitation reductions if MCB is deployed. Figure 4.6 shows results
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(a) An example temperature track from one analysis region during the Fixed CDNC simulation (K).

(b) An example temperature track from one analysis region during one of the pseudo-random CDNC simulations (K).

(c) The difference between the values in Figures 7.3(a)
and 7.3(b) (K). The red dashed line shows the mean
and the black dashed line shows zero.

(d) As Figure 7.3(c) except the mean is set to zero.

(e) As Figure 7.3(d) with the value switched about zero
when the seeding is ‘on’ (K).

(f) Example section of the seeding track as used in Figure 7.3(e) to switch the average. The dashed line at the
base of the plot indicates times when seeding is ‘on’.

F IGURE 7.3: Example pseudo-random seeding result from the HadGEM1 climate
model. Showing a temperature track from a Fixed CDNC simulation, a pseudorandom simulation. The difference between the tracks, the difference between the
tracks with a mean of zero. The track after switching according to a pseudo-random
number track and the pseudo-random number track used to perform the switching.
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from various model simulations of MCB, all find a precipitation reduction over the
Amazon. In particular the work by Jones et al. (2009) finds that seeding off the
Namibian coast to be responsible for the precipitation reduction over the Amazon.
To allow more detailed analysis here there are two analysis regions in the Amazon
(see Figure 7.1(b)). Two regions are selected as results in Figure 4.6 show that
precipitation reductions from MCB do not necessarily cover the entire Amazon region. In particular the results from Rasch et al. (2010), shown in Figure 4.6(d) have
different results for the precipitation change in the northern and southern analysis
regions of the Amazon.
Figures 7.4 and 7.5 show the maximum transfer function for precipitation as a result of pseudo-random seeding of 89 seeding regions. The results in Figures 7.4(a)
and 7.4(b) show that seeding regions off the southwest coast of Africa does lead
to a reduction in precipitation over the Amazon. However the seeding region with
the highly negative transfer function differs depending on the area of the Amazon analysed. The results in Figures 7.4(a) and 7.4(b) do not match the results
from Jones et al. (2009), where the present work finds changes to the Amazon that
are dependent on seeding location within the South Atlantic. The results shown
in Figures 7.5(c) and 7.5(d) contrast with results shown in Figure 4.6 where MCB
generally leads to an increase in precipitation over Africa. The reduction found in
precipitation is possibly due to the method selecting the largest magnitude change,
or the seeding regions being different from previous simulations. The maximum
magnitude precipitation changes over India in Figure 4.6 generally show a small
increase depending on the location of the seeding. This is repeated in Figure 7.4(f)
where seeding the Persian Gulf increases precipitation slightly over India. The
results shown in Figure 7.4(d) indicate that Southeast Asia is likely to suffer a reduction in precipitation. The Arabian region (Figure 7.4(e)) is robust to changes in
droplet number and appears unlikely to experience a change in precipitation as a
result of MCB.
Figure 7.6 shows the transfer functions for surface temperature for the 89 seeding
regions at six polar analysis regions. Work from Chapter 5 indicates that seeding in
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tropical regions cools the poles. However the results in Chapter 5 are based upon
long term seeding and not pseudo-random seeding. Within the ten day temperature plots a warming is found as a result of seeding many regions. The majority
of seeding locations return an increase in the transfer function for temperature in
Figures 7.6(b), 7.6(c) and 7.6(d). The results in Figures 7.6(e) and 7.6(f) shows
that seeding is almost as likely to warm as they are to cool the Antarctic while Figure 7.6(a) does show cooling as a predominant feature. The plots in Figure 7.6
show little to no agreement with previous results as shown in Figure 4.4. However
it is noted that the results in Figure 4.4 are in a double preindustrial carbon dioxide
concentration atmosphere and the results in Figure 7.6 are in a control atmosphere.
The results shown in Figures 7.4 and 7.5 show that some of the changes in precipitation from Figure 4.6 can be replicated as a transfer function using pseudo-random
seeding, however results in Figure 7.6, when compared with Figure 4.4 indicate
that the same is not true for temperature. There are also issues with regard to the
magnitude of results. For example the precipitation transfer function between the
Namibian coast and the North Amazon is found to be -0.0003 mm/day/ % change
in CDNC. The results from Jones et al. (2009) find a reduction of up to 1.2 mm/day
as a result of MCB in the South Atlantic. If the transfer function of -0.0003 mm/day/ % change in CDNC is correct then it implies a 4000 % change in CDNC (1.2
mm/day / 0.0003 mm/day/ % change in CDNC). A 4000 % increase is an increase
by a factor of 40 in the value. The work in Jones et al. (2009) uses a fixed CDNC
concentration of 375 cm−3 . If the value of 375 cm−3 is 40 times the control value
then this implies a control value of less than 10 cm−3 . Using data from the Control
simulation (see Table 4.1) the HadGEM1 CDNC is closer to 50 cm−3 which is much
higher than the value predicted by the transfer function. These results are currently
inconsistent and require further investigation.

Chapter 7. Pseudo-random seeding

135

(a) Maximum transfer function to the South Amazon
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(b) Maximum transfer function to the North Amazon
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(c) Maximum transfer function to the Caribbean (black
box) for 89 seeding regions. (mm/day/ % change in
CDNC)

(d) Maximum transfer function to Southeast Asia (black
box) for 89 seeding regions. (mm/day/ % change in
CDNC)

(e) Maximum transfer function to Arabia (black box) for
89 seeding regions. (mm/day/ % change in CDNC)

(f) Maximum transfer function to India (black box) for 89
seeding regions. (mm/day/ % change in CDNC)

F IGURE 7.4: Transfer functions for ten day average precipitation within a climate
model on two areas of South America, the Caribbean, Southeast Asia, Arabia and
India. A doubling of CDNC in one seeding regions would result in a precipitation
change of 100 times the transfer function. For example doubling the CDNC in the
seeding area on the Angolan coast would lead to and increase in precipitation of
0.01 mm/day in the South Amazon.
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(a) Maximum transfer function to Eastern Australia
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(b) Maximum transfer function to Western Australia
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(c) Maximum transfer function to the African plains
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(d) Maximum transfer function to the Sahel (black box)
for 89 seeding regions. (mm/day/ % change in CDNC)

F IGURE 7.5: Transfer functions for ten day average precipitation within a climate
model on two areas of Australia, the Sahel and African plains.

7.2.2

Results from 1 day mean data

The results in Section 7.2.1 do not replicate previous results for precipitation changes
in the Amazon such as in Jones et al. (2009), this may be due to differences in the
seeding regions or an issue with averaging over 10 days of results as described
below. Furthermore the temperature results shown in Figure 7.6 do not replicate
previous work. The method is repeated using daily precipitation data as it is possible that the ten day averages are masking results where the time lag is not wholly
divisible by ten. If the lag between seeding and effect is five days then turning
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(a) Maximum transfer function in surface temperature
over one region of the Arctic (Black box) for 89 seeding
regions (K/ % Change in CDNC).

(b) Maximum transfer function in surface temperature
over one region of the Antarctic (Black box) for 89 seeding regions (K/ % Change in CDNC).

(c) Maximum transfer function in surface temperature
over one region of the Arctic (Black box) for 89 seeding
regions K/ % Change in CDNC).

(d) Maximum transfer function in surface temperature
over one region of the Antarctic (Black box) for 89 seeding regions (K/ % Change in CDNC).

(e) Maximum transfer function in surface temperature
over one region of the Arctic (Black box) for 89 seeding
regions (K/ % Change in CDNC).

(f) Maximum transfer function in surface temperature
over one region of the Antarctic (Black box) for 89 seeding regions (K/ % Change in CDNC).

F IGURE 7.6: Transfer functions for surface temperature within a climate model on
six polar regions.
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the seeding off after ten days leads to averaging over five days of seeding on and
five days of seeding off. The potential overlap of results due to a lag between
source and effect possibly reduces the magnitude of results. The ten day results
shown in Figures 7.4 and 7.5 are repeated in the daily results shown in Figure 7.7
and 7.8. The transfer function for precipitation over two Amazon regions again does
not repeat the general pattern of results from Jones et al. (2009) as shown in Figures 7.7(a) and 7.7(b). Using data from the one day results, it appears that regions
in the Eastern Pacific no longer cause drying of the north Amazon analysis region
while some seeding regions in the Central Pacific and Southern Oceans dry the
south Amazon analysis region. As shown in Figure 7.8(d) there are now some regions which are found to increase precipitation over the Sahel analysis region when
compared with Figure 7.5(d). However there is also an increase in the number and
intensity of drying regions. The results over India shown in Figure 7.7(f) are not significantly different from the ten day average data in Figure 7.4(f). The daily results
over Australia are similar to the ten day results as shown in a comparison between
Figures 7.8(a) and 7.8(b) and Figures 7.5(a) and 7.5(b) however the daily results
indicate that seeding the Pacific may lead to a drying in Eastern Australia. The
Arabian peninsular is again robust to changes in CDNC and does not experience
any identifyable changes (Figure 7.7(e)).

7.2.3

Inverse plotting from 1 day mean data

The data used to plot the results shown in Section 7.2.2 can be used to build inverse
maps of results showing the impacts of any given seeding region on all analysis
regions. The use of the inverse maps allows a direct comparison with the results
shown in Figure 8 of Jones et al. (2009). A comparison of regions pseudo-randomly
seeded in this work and the results from Jones et al. (2009) is shown in Figure 7.9.
The seeding regions used in this work do not exactly match the ones used in Jones
et al. (2009) however they are in similar areas. The results shown in Figures 7.9(a)
and 7.9(b) have differences in precipitation changes over South America, Africa and
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(a) Maximum transfer function to the South Amazon
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(b) Maximum transfer function to the North Amazon
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(c) Maximum transfer function to the Caribbean (black
box) for 89 seeding regions. (mm/day/ % change in
CDNC)

(d) Maximum transfer function to Southeast Asia (black
box) for 89 seeding regions. (mm/day/ % change in
CDNC)

(e) Maximum transfer function to Arabia (black box) for
89 seeding regions. (mm/day/ % change in CDNC)

(f) Maximum transfer function to India (black box) for 89
seeding regions. (mm/day/ % change in CDNC)

F IGURE 7.7: Transfer functions for daily average precipitation within a climate
model on two areas of South America, the Caribbean, Southeast Asia, Arabia
and India.
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(a) Maximum transfer function to Eastern Australia
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(b) Maximum transfer function to Western Australia
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(c) Maximum transfer function to the African plains
(black box) for 89 seeding regions. (mm/day/ % change
in CDNC)

(d) Maximum transfer function to the Sahel (black box)
for 89 seeding regions. (mm/day/ % change in CDNC)

F IGURE 7.8: Transfer functions for daily average precipitation within a climate
model on two areas of Australia, the Sahel and African plains.

India when compare to Jones et al. (2009). Furthermore the sizeable changes in
Eastern Australian precipitation found in Figure 7.9(a) are reversed in the pseudorandom results from Figure 7.9(b). The results for seeding the South Pacific, shown
in Figures 7.9(c) and 7.9(d) are similar for many of the analysis regions shown in
Figure 7.1(b), in that there are few sizable changes. In particular the results in
Figure 7.9(d) only show a change in precipitation in Southeast Asia. The results
shown in Figure 7.9(e) show that seeding the Namibian coast leads to a large
reduction in Amazon rainfall. Using pseudo-random seeding the transfer function
from the same region (Figure 7.9(f)) results in an increase in precipitation over
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the Southern Amazon and the African plains and a decrease over the Northern
Amazon. The results in Figure 7.9(f) do not match the results in Figure 7.9(e) for
Arabia which is found to be robust to changes in the marine CDNC.

7.3

Discussion

A series of simulations are conducted to investigate the use of pseudo-random
seeding within a GCM. Several publications show that MCB is capable of recovering some aspects of a control climate such as surface temperature or polar ice
cover, however there are undesired side effects such as precipitation changes (Bala
et al., 2011; Jones et al., 2009, 2011; Latham et al., 2012; Rasch et al., 2010). An
example of an undesired outcome is the drying of the Amazon rain forest as found in
Figure 8 (f) of Jones et al. (2009). The work in Jones et al. (2009) finds that seeding in the South Atlantic is responsible for the drying of the Amazon. Instead of
running large numbers of simulations an approach using pseudo-random seeding
is used here. With multiple seeding regions being turn ‘on’ or ‘off’ pseudo-randomly
it is possible to reconstruct a map of impacts. To investigate the impacts of multiple seeding regions at once map 89 seeding regions and 16 analysis regions are
defined, these maps are shown in Figures 7.1(a) and 7.1(b) respectively.
The seeding is switched ‘on’ or ‘off’ pseudo-randomly with a period of ten days.
The transfer functions for precipitation are found to be inconsistent with previous
results from Jones et al. (2009) with the South Amazon region no longer dried as a
result of seeding the Namibian coast. Despite the encouraging results for identifying transfer functions of precipitation the temperature results proved inconclusive.
As the temperature outputs are focused in polar regions it is possible that changes
as a result of pseudo-random seeding requires a longer ‘on’ time to have an effect
on the circulation and propagate.
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(a) Impacts of seeding the North Pacific to N=375
cm−3 , copied from Jones et al. (2009).

(b) Transfer function derived from pseudo-random
seeding of the North Pacific (black box) on the 16 analysis regions.

(c) Impacts of seeding the South Pacific to N=375
cm−3 , copied from Jones et al. (2009).

(d) Transfer function derived from pseudo-random
seeding of the South Pacific (black box) on the 16 analysis regions.

(e) Impacts of seeding the South Atlantic to N=375
cm−3 , copied from Jones et al. (2009).

(f) Transfer function derived from pseudo-random seeding of the South Atlantic (black box) on the 16 analysis
regions.

F IGURE 7.9: A comparison between seeding three regions permanently and
pseudo-randomly. The fixed results are copied from Figure 8 of Jones et al. (2009).
All results are for precipitation, with the left panels in mm/day and the right panels
in mm/day/ % change in CDNC. Note the scale is symmetrical with asymmetric
labelling to prevent overlapping numbers.

Chapter 7. Pseudo-random seeding

143

In the light of the ten day results the simulations are repeated using daily outputs of
precipitation data. The transfer functions for precipitation calculated from daily output are shown in Figures 7.7 and 7.8. The transfer functions generated from daily
average data are not significantly different from the ten day results, however they
do show some changes in magnitude and sign. The size of the transfer functions
for daily average precipitation are too small to replicate the results found in previous
publications.
The use of inverse maps indicates that the transfer functions calculated from pseudorandom seeding to not match previous results. The lack of consistency with previous results indicates that improvements are needed in either the seeding or analysis techniques. The current results are based on eight pseudo-random simulations
which are averaged and then plotted, an improvement could be to use of more simulations to reduce the impact of outliers. An increase of the seeding fraction from
150 % to 200 % or higher may ease idenfification of small signals.

7.4

Summary

An investigation into the possibility of creating a map of effects of MCB from multiple
regions is undertaken using the HadGEM1 GCM. A number of regions are identified as seeding areas where MCB is applied pseudo-randomly with the impacts
assessed at multiple analysis regions. Results from daily and ten day average precipitation results are found to be unable to replicate results from publications such
as Jones et al. (2009). With the use of inverse maps a comparison of seeding regions is performed and it is found that pseudo-random seeding is unable to identify
the same transfer functions as direct seeding. Furthermore transfer functions of
temperature changes in polar regions are found to be contrary to previous results
from Chapter 5. Possible improvements to the method used include running more
simulations, or increasing amount of seeding performed. Furthermore analysis of
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data other than the maximum magnitude result would allow more detailed understanding, see Section 8.3 for details.

